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Abstract—Real-time motion planning for autonomous racing
must operate under strict computational deadlines while main-
taining safe and reliable behavior. However, the quality and safety
of planning algorithms depend heavily on the computational
budget available on the deployment hardware. Policies tuned
on powerful systems can become unsafe on resource-constrained
platforms, where limited planning iterations leave aggressive ac-
tions insufficiently explored. While existing planning approaches
may limit the size of their search space, they do not explicitly
adapt the risk profile of sampled actions to the available relative
deadline. These approaches overlook how limited computational
resources leave aggressive actions insufficiently explored, thereby
compromising safety. We present Deadline-Aware MCTS (DA-
MCTS), which adapts action exploration in continuous-space
MCTS according to the available relative deadline. Our approach
partitions the action space into conservative, aggressive, and
Gaussian prior sampling categories, and uses a neural network
that maps runtime features to a probability distribution over
these categories. This enables safe behavior under tight budgets,
where sampling shifts toward conservative actions, and improved
performance as additional compute becomes available. We fur-
ther extend DA-MCTS with a friction-aware feature representa-
tion that allows the planner to adapt its behavior and generalize
to previously unseen friction conditions. In F1TENTH racing sim-
ulations with varying maps, friction conditions, and deadlines, we
demonstrate that DA-MCTS drives conservatively and collision-
free across a wide range of friction conditions under tight
deadlines while achieving progressively faster lap times as dead-
lines increase. We further validate these results with F1TENTH
hardware-in-the-loop experiments. Source code is available at
https://github.com/scope-lab-vu/DA MCTS RTCSA 2026

Index Terms—Monte Carlo Tree Search, Real-Time Path
Planning, Resource-Aware Planning, Autonomous Vehicles

I. INTRODUCTION

Planning and control in learning-enabled cyber-physical
systems depend on iterative and sampling-based methods such
as Monte Carlo Tree Search (MCTS) and Model Predictive
Control (MPC), and require reasoning over high-dimensional,
nonlinear environments in real time. These methods enable
tasks such as high-speed trajectory tracking, operation at
dynamic limits of a vehicle, and online adaptation to changing
conditions that are difficult to achieve with purely reactive
controllers [1, 2]. Yet this dependence on iterative plan-
ners introduces a fundamental vulnerability: planners tuned
on powerful workstations must often execute on resource-
constrained hardware [3], where fewer iterations directly de-
grade solution quality [4]. During deployment these shifts can
arise due to hardware limitations (embedded SoCs, thermal
throttling), concurrent processes (perception, localization, and

mapping competing for the same computational resource),
and tighter deadline requirements when operating at vehicle’s
dynamic limits. With meager compute resources, a planner
executes fewer iterations, explores fewer distinct actions, and
insufficiently evaluates aggressive maneuvers. The resulting
plans exhibit overconfident risk estimates that lead the vehicle
into hazardous states and, ultimately, collisions.

Crucially, after deployment on an embedded processor,
algorithm retuning is costly in terms of engineering time. For
example, in iterative methods like MCTS, the widening expo-
nent (αDPW and βDPW ), exploration constant, and number
of iterations require retuning to meet functional performance
constraints while still adhering to hard deadlines, and there is
no guarantee an acceptable solution exists. A straightforward
approach is to permanently default to a conservative fallback
policy whenever the compute budget is reduced, avoiding the
need for retuning entirely. However, permanently restricting
the planner to a conservative fallback policy preserves safety
at the expense of the performance gains that iterative planning
was designed to provide [5]. These challenges motivate a
central question for planning algorithms: How can a real-
time planning algorithm sustain optimal performance, i.e.
minimize lap time while maintaining safety, when the available
execution time budget at deployment dynamically changes
and is substantially less than the budget assumed during
development? We study this question in the context of high-
speed autonomous racing on the F1TENTH platform [6],
where compute constraints on hardware directly limit planning
iterations and where insufficient exploration of aggressive
actions leads to crashes.

Existing approaches to maintaining performance and safety
under limited computational budgets fall into two main cat-
egories. First, anytime planning methods, improve solution
quality as additional computational slack becomes available,
but assume that the same action exploration strategy remains
appropriate even when a small number of iterations can be
executed [7, 8]. Second, anytime-constrained methods enforce
strict resource constraints that must hold at every timestep, but
do not adapt when the available planning computation budget
changes [9]. Neither category adapts what the planner explores
to how much remaining slack is available. MCTS is well suited
to fill this gap because the search tree is built incrementally,
allowing the action sampling strategy to be adjusted online as
the planner observes how many iterations remain. DA-MCTS
exploits this property by estimating the tree width Ŵ during
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planning, it shifts sampling probability toward conservative
actions when Ŵ is small, ensuring that under tight deadlines,
high-risk actions have a very low probability of being sampled,
thereby reducing the probability of visiting hazardous states.

Contributions: Motivated by these limitations, we intro-
duce Deadline-Aware MCTS (DA-MCTS), a planning al-
gorithm that adapts action exploration in continuous-space
MCTS according to the available compute budget. DA-MCTS
coupled with a sparse variational Gaussian process (SVGP)
transition model and a learned Gaussian action prior, enables
adaptation to unseen friction conditions and varying compu-
tational budgets. Its key features are as follows:
• Deadline-aware Action Sampling. We propose a novel

approach for continuous action sampling in MCTS that
estimates runtime slack and adjusts action sampling between
conservative, aggressive, and Gaussian prior action modes
based on the tree width estimates within the remaining time
available. This mechanism generalizes to any continuous-
action MCTS planner operating under a time budget.

• SVGP Dynamics Model. We adopt an SVGP as the learned
dynamics model for online MCTS planning. Through ex-
periments, we show that state-of-the-art PINN-based models
are infeasible for real-time planning on resource-constrained
hardware, while SVGP achieves comparable accuracy. We
augment the state space with an estimated cornering stiffness
feature, enabling the planner to generalize to environmental
changes.

• Learned Gaussian Action Prior. We learn a Gaussian
action prior conditioned on vehicle state and local track cur-
vature that provides informed mean and variance estimates
for action sampling, reducing the effective search space of
MCTS in continuous action domains.

To the best of our knowledge, DA-MCTS is the first approach
to integrate deadline-aware action sampling within continuous-
action MCTS for autonomous racing. We evaluate DA-MCTS
in the F1TENTH simulator under friction conditions unseen
during training. The planner requires no precomputed raceline
yet achieves competitive lap times by combining SVGP resid-
ual dynamics with online cornering stiffness estimation for
real-time friction adaptation. DA-MCTS dynamically adjusts
probability of sampling between conservative, aggressive, and
Gaussian prior action modes, enabling conservative behavior
under tight compute constraints and improved performance
when additional computation is available, without any retrain-
ing or tuning.

II. PROBLEM FORMULATION

Planning algorithms for cyber-physical systems are devel-
oped and tuned assuming a computational budget that deter-
mines how many iterations the planner can execute within
a real-time deadline. When these planners are deployed, the
available slack can be drastically lower than what was assumed
during development, and varies at runtime due to concurrent
processes and changing operating conditions. While existing
approaches can either find the best solution for a fixed
deadline constraint [8] or switch to a conservative fallback

controller [5], they solve the safety problem at the complete
expense of performance or ignore it entirely by assuming
the same exploration strategy remains appropriate under any
budget. The central challenge is therefore not just to plan
within a deadline, but to adapt what the planner explores: the
system must recognize how much compute is available and
tune the risk profile of its sampled actions.

Formally, we model the planning problem as a Markov
Decision Process (MDP) defined by the tuple (S,U , f, R, γ),
where S is the state space, U is the action space, f(st+1|st, ut)
denotes the state transition dynamics, R(s, u) is the reward
function and γ ∈ (0, 1] is the discount factor. At each decision
step t, the planner observes state st ∈ S, selects action ut ∈ U ,
receives reward R(st, ut), and transitions to state st+1 using
the state transition function f . We define the set of hazardous
states H ⊂ S as those resulting in collision with the track
boundary. The planning problem augments this MDP with a
hard relative deadline T imposed at each decision step t. Our
goal is to find a policy π : S → U that, given a relative
deadline T at deployment, satisfies:

(i) Safety: st /∈ H, ∀t ≥ 0, given s0 /∈ H.
(ii) Performance: Maximize the expected cumulative reward
E[
∑

tR(st, ut)].

III. BACKGROUND

In this section, we describe the system model for au-
tonomous racing, which comprises two components: (i) a
planning module based on MCTS with double progressive
widening, which discovers the raceline purely through explo-
ration; and (ii) a vehicle physics model based on the extended
kinematic (E-kin) bicycle model, augmented with SVGP-
learned error corrections and an estimated cornering stiffness
Cα for real-time adaptation to unseen friction surfaces.

A. Monte Carlo Tree Search

We employ MCTS with double progressive widening
(DPW) over a continuous action and state space [10, 11].
To handle the resulting continuous branching factor, DPW
independently controls tree width at both action (decision)
nodes and stochastic-outcome (chance) nodes through sepa-
rate widening exponents αDPW and βDPW : a new child is
generated only when N(s)αDPW > C(s) or N(s, a)βDPW >
C(s, a), respectively; otherwise an existing child is reused,
where N is the number of visits for state s and state-action pair
(s, a), and C is the number of children at the respective nodes.
The search is conducted to a predetermined rollout horizon
H (selected via Optuna hyperparameter search), with returns
discounted by factor γ at each timestep.

We designed the reward function so that the vehicle can
drive without any knowledge of the raceline, i.e., the raceline
trajectory emerges purely from exploration using the MCTS
planner. We describe the reward function as:



TABLE I
DESCRIPTION OF SYMBOLS

Symbol Description
S Set of states
U Set of actions
H Set of hazardous states
f Transition function
R Reward/Cost function
µ Friction coefficient
x, y Vehicle position w.r.t. inertial frame
δ Steering angle [rad]
v Velocity [m/s]
vx Longitudinal velocity [m/s]
vy Latitudinal velocity [m/s]
ψ Heading angle/yaw [rad]
ω Yaw rate [rad/s]
α Slip angle [rad]
αf , αr Front and rear wheel slip angles
a Acceleration [m/s2]
∆δ Steering velocity [rad/s]
lf , lr front and rear distance from axle to C.O.G.
mc F1TENTH car mass
Iz Moment of inertia
Ffy , Fry Tire lateral forces
amin, amax Min and max acceleration
δmin, δmax Min and max steering angle
∆δmin, ∆δmax Min and max steering velocity
H Planning horizon
st State at time t
ut Control input at time t
αth α-threshold
ψref Reference heading [rad]
T Relative deadline
N Number of planning iterations
W Number of distinct actions
Ŵ Online estimate of W
αDPW , βDPW MCTS widening exponents
C Number of children at a MCTS node
Cα Cornering stiffness
K Exploration constant
γ Discount factor
Nr Recalibration iterations
M1,M2 Track boundary cost maps
λ1, λ2, λ3 Penalty weights
κmax Max track curvature within horizon
Nla Max curvature lookahead horizon
dmax Maximum tree depth
tremain Remaining planning budget
m Number of inducing points
π Policy
L Loss function
L Length scale
σ2
f Signal variance
θ Kernel hyperparameters
σ2
n Observation noise variance
Kmm,Knn Covariance matrices

R(s, a) = track_reward(s, a)

+ slip_reward(s, a)

+ speed_reward(s, a)

+ heading_reward(s, a)

(1)

The track reward (eq. (2)) keeps the vehicle within the
track boundaries using a hard penalty (eq. (3)) that strongly
penalizes leaving the track or colliding with the boundary and
a soft penalty (eq. (4)) that discourages approaching the track
edges. Here, M1 and M2 are binary cost maps corresponding
to the outer and inner track boundaries, respectively.

track_reward(s, a) = trackhard(s, a)

+ tracksoft(s, a)
(2)

trackhard(s, a) = −λ1M1(x, y) (3)
tracksoft(s, a) = −λ2M2(x, y) (4)

The slip reward (eq. (5)) applies a quadratic cost on the
slip angle combined with a hard penalty when it exceeds a
threshold αth, encouraging stable trajectories.

slip_reward(s, a) = −α2 − λ3I({|α| > αth}) (5)

The speed reward (eq. (6)) is a linear function of velocity
that incentivizes the vehicle to maximize forward progress.

speed_reward(s, a) = v (6)

Finally, using heading reward (eq. (8)) the planner can
exploit low-speed trajectories that spiral within the penalty-
free region of the track, accumulating speed reward without
making forward progress. A large penalty is applied whenever
∆ψ (difference in vehicle heading and the nearest track
heading) exceeds 90°.

∆ψ = min
(
|ψ − ψref|, 2π − |ψ − ψref|

)
(7)

heading_reward(s, a) = −λ1 I
(
∆ψ >

π

2

)
(8)

MCTS sets a terminal flag on any node where either the
heading penalty or the hard track penalty is triggered. Once a
node is flagged as terminal, no further children are generated
from that node.

B. Vehicle Physics Model

Vehicle modeling often employs single-track representa-
tions, including both kinematic and dynamic variants. These
models offer a compromise between model simplicity and
predictive accuracy. We make two assumptions regarding the
vehicle: (i) the vehicle has planar motion and (ii) the car is rear
wheel driven; thus, the longitudinal force on the front wheel
is neglected.

Kinematic bicycle models are widely used for their sim-
plicity [12, 13, 14]; however, they fail in high-speed racing
as they ignore tire slippage, which is key for determining
lateral dynamics and handling limits [15]. The dynamic single-
track model (fig. 1) accounts for tire slip and the interaction
between tire forces Ffy and Fry, but relies on analytic tire
models whose parameters must be calibrated for each surface
condition. However, both models are still approximations of
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Fig. 1. The single-track vehicle model, illustrating dynamics and tire forces
about the center of gravity (CoG).

real vehicle dynamics, which may deviate from these formu-
lations due to unmodeled effects such as tire wear and surface
irregularities.

To address this gap, we adopt a learning-based approach,
as the parameters in Pacejka tire models are difficult to obtain
and recalibration online is nontrivial. We use the extended
kinematic (E-kin) model and learn the residual error between
the E-kin predictions and the observed dynamics using a
Sparse Variational Gaussian Process (SVGP) to predict dis-
parities e(dt). The time derivatives of the state under the
F1TENTH dynamic model (ṡdyn) and extended kinematic
model (ṡekin) are given in eqs. (11) and (12) respectively.
The dynamics are predicted using extended kinematic models
and SVGP, as described in eq. (14), where fdyn represents the
true (observed) dynamics collected from the vehicle.

fdyn(st, ut) = st + ṡdyn(st, ut) · dt (9)
fekin(st, ut) = st + ṡekin(st, ut) · dt (10)

ṡdyn(st, ut) =



ẋ
ẏ

δ̇

ψ̇
v̇
ω̇
α̇


=



v cos(ψ + α)
v sin(ψ + α)

∆δ
ω
a

1
Iz
(lfFfy cos δ − lrFry)
1

mcv
(Ffy + Fry)− ω


(11)

ṡekin(st, ut) =



ẋ
ẏ

δ̇

ψ̇
v̇
ω̇
α̇


=



v cos(ψ + α)
v sin(ψ + α)

∆δ
ω
a

1
lf+lr

(δ̇ v + δ v̇)
lf

lf+lr
(δ̇ v + δ v̇)


(12)

Algorithm 1 Deadline-Aware MCTS
Require: Root state st, time budget T , calibration interval Nr ,

widening exponents αDPW , βDPW

Ensure: Best action a∗

1: function SAMPLEACTION(p)
2: Draw u ∼ Uniform(0, 1)
3: if u < pagg then
4: a ∼ Uniform(0, amax) ▷ accelerate
5: else if u < pagg + pslow then
6: a ∼ Uniform(amin, 0) ▷ brake
7: else
8: a ∼ N (µGP

a , (σGP
a )2) ▷ gaussian prior

9: end if
10: ∆δ ∼ N (µGP

δ , (σGP
δ )2) ▷ steering from gaussian prior

11: return (a, ∆δ)
12: end function

13: p← (1/3, 1/3, 1/3) ▷ initial uniform weights
14: Nc ← 0
15: while time budget T not exhausted do
16: GROWTREE(st,p) ▷ expansion & rollout phases use

SAMPLEACTION(p)
17: Nc ← Nc + 1
18: if Nc%Nr = 0 then
19: tremain ← remaining time in T
20: z← (v, κmax, Nc, dmax, tremain) ▷ MLP feature

extraction
21: p← Softmax

(
MLP(z)

)
▷ (pagg, pslow, pGP)

22: end if
23: end while

24: return argmaxa∈children(st)N(st, a)

f(dt) ≈ e(dt) = fdyn(st, ut)− fekin(st, ut) (13)
fcorr(st, ut) = fekin(st, ut) + e(dt) (14)

IV. METHODOLOGY

In this section, we describe deadline-aware MCTS (DA-
MCTS), which adapts the risk profile of sampled actions
to the computational budget available at runtime. DA-MCTS
operates on top of standard MCTS-DPW and introduces three
components: (i) an SVGP dynamics model augmented with
estimated cornering stiffness for state prediction and adap-
tation to unseen friction conditions, (ii) a learned Gaussian
action prior that provides informed acceleration and steering
distributions conditioned on the current driving context, and
(iii) a neural network that dynamically adjusts the probability
of sampling conservative, aggressive, or prior-guided actions
based on the compute consumed and remaining. An overview
of the architecture is shown in fig. 2, and full algorithm
in algorithm 1.

A. SVGP Dynamics Model

Real-time MCTS planning requires a dynamics model
that is accurate and has fast inference. The state-of-the-art
Physics-embedded neural network (PINN) approaches such
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Fig. 2. DA-MCTS Architecture. At each planning step, the probability estimator adjusts sampling weights p, while the action GP model provides informed
acceleration and steering distributions based on the current driving context.

as Kim et al. [16] and Chrosniak et al. [17] learn latent
representations that implicitly capture tire–road interaction
characteristics, including the Pacejka tire model coefficients
(B,C,D,E) to predict lateral tire forces described in eqs. (15)
and (16). This enables adaptation to unseen friction conditions
without explicit calibration. However, real-time planning re-
quires that the action gets planned within the control timestep.
In our MCTS-DPW implementation with 3000 iterations and
a rollout horizon of 15, the planner requires approximately
45000 inference steps per decision step. In our experiments, a
single PINN forward pass takes approximately 0.6 ms on GPU,
resulting in roughly 26 seconds for a single planning step
(see table II), which far exceeds the 40 ms control deadline.
Since embedded platforms such as the Jetson Orin Nano have
limited GPU capacity shared across localization and planning,
PINN-based dynamics models are impractical for real-time
planning.

Ffy = D sin (C arctan (Bαf − E(Bαf − arctan (Bαf ))))
(15)

Fry = D sin (C arctan (Bαr − E(Bαr − arctan (Bαr))))
(16)

We instead use an extended kinematic model along with
the SVGP model (described in section III-B), which provides
a nearly equivalent approximation in terms of prediction
accuracy (table II). However, unlike the PINN model, the
SVGP model does not inherently capture changes in vehicle
behavior across different surface conditions. To address this,
we augment the state space with an estimated cornering
stiffness Cα, computed using eq. (22), where αr,t is the rear
slip angle (described in eq. (18)) and Fry,t is the rear lateral
tire force estimated from observed state transitions and the
single track bicycle model equations eq. (21).

αf = arctan(
vy + lrω

vx
)− δ (17)

αr = arctan(
vy − lrω

vx
) (18)

vx = vcos(α) (19)
vy = vsin(α) (20)

Fry =
lf mc (v̇y + vx ω)− Iz ω̇

lf + lr
(21)

Cα
t =

Fry,t

αr,t + ϵ
(22)

TABLE II
RMSE COMPARISON AND TIME TAKEN BY ABLATION STUDY METHODS TO

COMPLETE 3000 ITERATIONS OF MCTS.

Method Time RMSE - ω RMSE - α

DA-MCTS - SVGP (Ours) 0.035 s 0.037 0.002
DA-MCTS - PINN 26 s 0.035 0.002

SVGP Training. Equations (11) and (12) show that the
extended kinematic (E-kin) model matches the true F1TENTH
dynamics for states {x, y, δ, ψ, v}, while the discrepancies
appear only in the yaw rate ω and slip angle α as the
dynamics involve tire–road interaction terms that the E-kin
model does not capture. We have a GP prior on the unknown
correction term f ≈ e(dt) in eq. (14). We have two separate
GPs that predict ωcorr

t = ωtrue
t - ωekin

t and αcorr
t = αtrue

t -
αekin
t . We specify the joint probability distribution for the

training samples and predictions in eq. (23), we use the same
definitions for mean and covariance function (Σ) as defined
in [18].[

y
f∗

]
∼ N

([
0,
Σ(X,X) + σ2

nI Σ(X,X∗)
Σ(X∗, X) Σ(X∗, X∗)

])
(23)



where the mean = 0 and we use a radial basis kernel
(RBF) as covariance function (Σ) that quantifies the similarity
between the inputs Xi and Xj (represented as Σ(Xi, Xj |θ)),
here n are the number of training points, y are the observed
outputs during training, σ2

n is a variation of observation noise,
θ are the parameters for the radial basis kernel (i.e. L length
scale and σ2

f signal variance) and I is the identity matrix.
We use SVGP instead of GPs since training a joint dataset

with multiple different training tasks can make the problem
computationally infeasible, as GP has a computational com-
plexity O(n3) for training and O(n2) for prediction. SVGPs
address this by introducing an approximate posterior GP with
a variational distribution q(f(.)) to approximate the posterior
GP mean and covariance functions. We optimize the GPs
hyperparameters by maximizing the evidence lower bound
(ELBO) on the log marginal likelihood described in eq. (24),
where Qnn = KnnK

−1
mmKmn, and Tr(.) is the trace of a

matrix (sum of diagonal elements).

L = logN
(
y | 0, σ2

nI+Qnn

)
− 1

2σ2
n

Tr(Knn −Qnn) (24)

In comparison to GPs, SVGPs have a time complexity of
O(nm2) for training and O(mn) for inference, where m≪ n
is the number of inducing points. We use the collected dataset
X := {(s1, u1), · · · , (sn, un)} for training the models, where
n is the number of data samples collected, by running the
racecar along a precomputed raceline [19].

B. Learned Gaussian Action Prior

In MCTS-DPW, the quality of the search depends on how
actions are sampled during expansion and rollout phases.
Uniform sampling over the full action space is inefficient,
as most sampled actions lead to hazardous or suboptimal
behavior for the current driving context. To address this, we
learn a gaussian action prior that maps the current driving state
to a distribution over actions.

We train a Gaussian process on data collected by running
the vehicle along a precomputed raceline [19]. The GP is
conditioned on a feature vector:

spriort = (v, κmax, C
α) (25)

where v is the current velocity, κmax is the maximum track
curvature within a lookahead horizon Nla, and Cα is the
estimated cornering stiffness (eq. (22)). We learn two separate
GPs, each outputting a predictive distribution:

GPa(s
prior
t ) →

(
µGP
a , σGP

a

)
(26)

GPδ(s
prior
t ) →

(
µGP
δ , σGP

δ

)
(27)

providing mean and standard deviation estimates for accel-
eration and steering velocity, respectively, where GPa denotes
the gaussian prior for the acceleration action and GPδ denotes
the gaussian prior for the steering velocity action. We use
two independent gaussian priors because the actions a and ∆δ
follow distinct input–output relationships, i.e., a is influenced

by vehicle speed and curvature ahead, whereas ∆δ is driven
more directly by local track geometry. A single Gaussian
process would impose a shared kernel structure across both
outputs, coupling their kernel hyperparameters despite these
differing dependencies.

C. Deadline-Aware Action Sampling
The number of distinct actions explored at the root of the

MCTS tree after N iterations is governed by the widening
exponent: W = NαDPW . When the compute budget is tight,
N is small, and consequently W is small, i.e., aggressive
actions that require many rollouts to evaluate may be sampled
but insufficiently explored. The resulting value estimates for
these actions are unreliable and can lead the vehicle into
hazardous states. DA-MCTS addresses this by partitioning the
continuous action space into three sampling categories with
dynamically adjusted probabilities p = (pagg, pslow, pGP):

• Aggressive (pagg): acceleration sampled uniformly from
[0, amax], representing actions to increase speed.

• Cautious (pslow): acceleration sampled uniformly from
[amin, 0], representing conservative actions that reduce
speed.

• GP-guided (pGP): acceleration sampled from the learned
gaussian prior.

In all three categories, the steering velocity is sampled from
the gaussian prior, as steering is primarily determined by the
track geometry rather than the compute budget.

The key insight of DA-MCTS is that the sampling weights
p should not be fixed, but should adapt during planning as the
algorithm observes how much computation has been consumed
and how much remains. To address this, we use a neural
network that maps a runtime feature vector to the sampling
weights:

z = (v, κmax, Nc, dmax, tremain) (28)

p = Softmax
(
MLP(z)

)
(29)

where Nc is the number of MCTS iterations completed so
far, dmax is the maximum tree depth after Nc iterations,
and tremain is the time remaining in the planning budget T
after Nc iterations. The MLP architecture consists of two
hidden layers with 32 units each and ReLU activations,
followed by a softmax output layer that produces the three-
dimensional probability vector p, as shown in eq. (29). The
network was trained using data collected under a range of
planning budgets (T ∈ {1, . . . , 40} ms), simulating varying
compute requirements. The labels were generated using an
oracle policy based on estimated tree width Ŵ , with τ =
(Ŵ − Wlow)/(Whigh − Wlow), the target probabilities are
computed as pslow = a1 − a2τ , pGP = a3 + a4τ , and
pagg = 1 − pslow − pGP , where a1 = 0.9, a2 = 0.85,
a3 = 0.05, a4 = 0.55, Wlow = 15, and Whigh = 50 were
selected empirically by hyperparameter search. The network
parameters were optimized using the Adam optimizer with an
MSE loss function and an 80/20 train-validation split.

During planning, the weights are not computed once but
recalibrated every Nr iterations (algorithm 1, lines 18–21).



At each recalibration point, the MLP observes the updated
iteration count and remaining time, and adjusts p accordingly.
Early in the planning phase, when tremain is large and Nc is
small, the MLP may allocate higher probability to aggressive
actions. As the budget is consumed, the weights shift toward
cautious or GP-guided sampling to ensure that the remaining
iterations are spent on actions the planner can evaluate reliably.
The complete procedure is summarized in algorithm 1. Each
MCTS-DPW iteration performs the select–expand–rollout–
backpropagate cycle, with the only modification being that
SAMPLEACTION draws from the three-category distribution
parameterized by the current p during the expansion and
rollout phases. After every Nr iterations, the MLP recalibrates
p using the updated runtime features. The final action is
selected as the child of the root with the highest visit count.

V. COMPARATIVE BASELINES

The proposed method’s effectiveness for an autonomous
vehicle was evaluated by considering the following state-of-
the-art baselines:
• MPC [20, 21]: Uses model predictive control with a GP dy-

namics model and tracks a precomputed raceline generated
using [19].

• PINN [16]: Uses a physics-embedded neural network vehi-
cle model that leverages latent features to capture tire-force
effects under unknown friction.

• MAP [3]: A lightweight pursuit controller that combines
a kinematic model with acceleration-aware path tracking,
designed for resource-constrained platforms where iterative
planners are infeasible.

• Vanilla Simplex [5]: A strategy that switches from a high-
performance controller to a verified safe controller when a
change is detected.
Implementation Details: For the baselines, MPC was im-

plemented following [21] using their publicly available code-
base. The PINN baseline uses the SMPPI planning algorithm
and dynamics model from [16], with the network trained
using the code provided by [17]. The MAP controller was
implemented using the publicly available code from [3]. For
the Simplex baseline, we switch to a safe fallback policy that
limits maximum velocity to 1.75 m/s whenever a change in the
timing budget or environment is detected. All baselines were
evaluated with the same experimental approach for a fair com-
parison. In particular, all methods receive their pose from the
simulator, all learning-based dynamics models (SVGP, PINN,
and DA-MCTS) were trained on the same dataset, collected
at friction coefficients µ ∈ {1.0, 0.85, 0.5} on YasMarina map
and both the dynamics models and planning algorithms were
tuned using the same hyperparameter optimization procedure
based on Ray [22] and Optuna [23] with 200 search iterations.

VI. RESULTS AND DISCUSSION

A. Experimental Setup

We evaluate our proposed approach on two maps, Yas
Marina and Sepang (see fig. 3), which are scaled replicas

TABLE III
DA-MCTS HYPERPARAMETERS

Hyperparameter Value
H 15
Control timestep 0.04 seconds
αth 0.475
λ1 1000000
λ2 100000
λ3 10000
K 1
γ 0.9
αDPW 0.5
βDPW 0.1
Nr 10
Nla 30

(a) YasMarina (b) Sepang
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Fig. 3. F1TENTH maps used, showing the start position in red and the
velocity profile for nominal friction (µ=1.0).

of real-world Formula 1 circuits adapted for the F1TENTH
platform. We test across 10 friction configurations, µ ∈
{0.1, 0.2, . . . , 1.0}, to assess generalization to unseen friction
conditions. For each map-friction pair, we run 10 episodes with
different random seeds to capture variability in the planning
algorithms, with each episode consisting of 2 laps and the
friction value does not change within an episode. Once a crash
is detected, the episode is terminated and the vehicle is not
allowed to continue racing. Metrics: We report number of
crashes and fastest lap time as the primary safety and perfor-
mance metrics. Crash count is the total number of episodes that
end in a crash, aggregated across both maps, yielding 20 trials
per friction value. Fewer crashes indicate greater safety, while
lower lap times indicate better performance. Experiments are
conducted on both a high-performance compute machine with
a 32-core Intel Core i9-14900KS, an NVIDIA GeForce RTX
4090 (24GB), and 126 GB of RAM, and on F1TENTH
hardware equipped with an NVIDIA Jetson Orin Nano. For
all baseline comparisons, the planning budget is fixed at
40 ms to match the F1TENTH control timestep. To evaluate
performance under varying time budgets, we additionally run
DA-MCTS with fixed budgets ranging from 15 to 40 ms, as
well as in a setting where the time budget changes dynamically
in real time. All hyperparameter values used in DA-MCTS are
summarized in table III.
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Fig. 4. (a)–(b) Crash counts out of 20 trials (10 episodes × 2 maps) on high-performance and F1TENTH hardware. (c)–(d) Average lap time ± std dev
across 10 runs (lower is better); bars with zero height indicate the method crashed at that friction. All planners used a 40 ms budget.
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Fig. 5. DA-MCTS across varying relative deadline. (a) Crash counts out of 20 trials at each friction and budget. (b)–(c) Average lap time ± std dev (seconds)
across friction coefficients and computational budgets on a high-performance machine. Darker cells indicate slower laps.



B. Discussion

The experimental results demonstrate that DA-MCTS sus-
tains performance while maintaining safety even when the
computational budget available at deployment is substantially
lower than that assumed during development or changes dy-
namically due to parallel processes.

TABLE IV
TIME TAKEN BY EACH METHOD ON F1TENTH HARDWARE TO COMPUTE
A SINGLE ACTION. DA-MCTS DYNAMICALLY ADAPTS ITS COMPUTATION

TIME BASED ON THE AVAILABLE BUDGET.

Method Time

DA-MCTS (Ours) 1–40 ms
MPC 81.32 ms
PINN 500 ms
MAP 1.65 ms
Simplex 1 ms

Adaptation without retuning: The most significant result
is that DA-MCTS achieves identical crash counts on both
the high-performance machine and the resource-constrained
F1TENTH hardware, without any hyperparameter changes,
as shown in fig. 4-(a) and fig. 4-(b). Moreover, to sim-
ulate deployment on machines with varying computational
resources, we evaluate DA-MCTS across a range of time
budgets. Figure 5-(a) shows that DA-MCTS adapts to changing
budgets, maintaining safety even under the tightest constraints.
In contrast, baselines such as MPC and PINN require rel-
ative deadlines that exceed what the F1TENTH hardware
can provide (see table IV), causing them to exceed the
control deadline and crash. However, DA-MCTS consists
of a deadline-aware sampling mechanism that serves as an
automatic safety valve; when fewer iterations are available,
the planner allocates higher probability to cautious actions,
avoiding insufficiently explored aggressive actions that lead
to crashes. This results in slower but safer lap times under
tight budgets, while enabling high-performance behavior as
more compute becomes available as described in fig. 5-(b)
and fig. 5-(c).

Competitive raceline generation: DA-MCTS discovers its
raceline purely through exploration, without any precomputed
trajectory, yet still achieves lap times substantially closer to
the high-performance baselines (see fig. 4-(c) and fig. 4-(d)).
MPC and MAP achieve faster lap times at high friction values;
however, these gains lose significance as both methods fail to
safely complete laps below µ = 0.6, and both depend on the
availability of a precomputed velocity profile and reference
raceline. Similarly, PINN fails below µ = 0.3. Moreover, both
MPC and PINN completely fail when deployed on F1TENTH
hardware (shown in table IV), rendering them unusable on
resource-constrained platforms. Vanilla Simplex achieves zero
crashes but at a heavy performance cost, recording the slowest
lap times across all configurations due to its permanent 1.75
m/s speed limit fallback policy. DA-MCTS occupies a unique
position in this landscape: it is the only method besides
Simplex to maintain near zero crash counts across hardware

platforms and friction conditions, while achieving competitive
lap times without requiring a precomputed raceline.

DA-MCTS generalizes across a wide range of friction con-
ditions unseen during training (µ ∈ (0.1, 1.0)), despite being
trained on only three friction values. However, at µ = 0.1 on
Yas Marina track, the vehicle consistently crashed on a tight
S-turn, indicating that at this extreme friction level the vehicle
dynamics depart so significantly from the training distribution
that even conservative actions cannot maintain control. This
represents a boundary condition for DA-MCTS and highlights
the need for explicit safety constraints at extreme non-linear
environmental conditions.

VII. ABLATION STUDY

We compared DA-MCTS modifying three key aspects:
(i) Sampling distribution: we replace the deadline-aware three-
category sampling with uniform sampling over both accelera-
tion and steering velocity actions, replicating standard MCTS-
DPW (denoted by MCTS-DPW); (ii) Dynamics model: we
evaluate the impact of removing Cα from the dynamics model
input (denoted as No Cα); (iii) Dynamic budget: we run the
particle filter localization sequentially before DA-MCTS, to
evaluate how a dynamically varying relative deadline, due to
particle filter dynamic execution times, affects planning quality
(denoted as PF).

The sampling distribution ablation, which replaces deadline-
aware sampling with uniform sampling akin to standard
MCTS-DPW, achieves crash count comparable to DA-MCTS
as shown in fig. 6-(a). However, without the ability to bias
sampling toward informed actions, the planner cannot suf-
ficiently explore the action space within the 40 ms budget,
resulting in consistently slower lap times across all friction
conditions as described in fig. 6-(b) and fig. 6-(c). The
No-Cα ablation removes cornering stiffness from the state
representation, so a single set of GP parameters must represent
conflicting vehicle dynamics across different friction levels. As
a result, the model incurs high prediction error at deployment
and exhibits 54 crashes out of 200 trials. This happens
because, without estimated cornering stiffness, the model
cannot distinguish between surface conditions and therefore
cannot accurately capture the underlying dynamics. These
experiments show DA-MCTS’s effectiveness, with deadline-
aware sampling supporting faster lap times and cornering
stiffness estimation helping maintain safety across changing
friction conditions. The Dynamic budget ablation highlights
DA-MCTS’s ability to adapt to a dynamically changing rela-
tive deadline within the same episode. We used 2500 particles
in the particle filter, taking approximately 10–15 ms per
timestep, leaving only 25–30 ms for MCTS to explore, despite
this reduced and variable budget, the PF variant maintains
identical crash count (see fig. 6-(a)) and conservative lap times
(see fig. 6-(b) and fig. 6-(c)) compared to DA-MCTS with full
40 ms budget.
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Fig. 6. Ablation study on F1TENTH hardware. (a) Crash counts out of 20 trials (10 episodes × 2 maps). (b)–(c) Average lap time ± std dev across 10 runs
(lower is better); bars with zero height indicate the method crashed at that friction. All planners used a 40 ms budget.

VIII. RELATED WORK

Autonomous racing on platforms such as F1TENTH has
been approached with a variety of planning and control
methods. MPC-based approaches [20, 21] depend on the
availability of a reference trajectory and exceed real-time
deadlines on resource-constrained hardware such as the Jetson
Orin Nano. Pure pursuit and its acceleration-aware variant
MAP [3] are lightweight enough for embedded platforms but
lack the predictive capability to handle changing dynamics
due to environmental factors. Sampling-based methods such
as SMPPI [16] generate diverse candidate trajectories, but
when the available compute budget is reduced, fewer samples
are drawn and the controller may fail to discover feasible
trajectories. The Simplex architecture [5] guarantees safety
by switching to a verified safe controller, but at the cost of
permanently conservative behavior.

Among MCTS-based approaches, Baier and Winands [8]
propose time management strategies for MCTS that redis-
tribute a fixed time budget across game moves, terminating
search early when one action dominates or allocating ex-
tra iterations to close decisions. Sagers et al. [24] propose
Anytime Sequential Halving, an anytime adaptation of Se-
quential Halving for MCTS root-node selection that removes
the need for a predetermined iteration budget. Choudhury
et al. [25] introduce an anytime MCTS planner for multi-
agent MDPs that uses factored coordination graphs to scale
joint action selection, trading computation for approximation
quality. However, none of these methods adapt the action
exploration strategy to the available compute budget. Rivière
et al. [26] use spectral decomposition of the linearized dynam-
ics to efficiently discretize continuous-space MCTS for real-
time robot planning, but do not adapt the exploration strategy
to changing computational budgets. In the perception pipeline,
Soyyigit et al. [27] demonstrate that anytime computing can

be effective by dynamically scaling LiDAR input resolution
to meet timing deadlines, but this addresses the sensing stage
rather than the planning stage where action selection must also
adapt to compute availability.

DA-MCTS addresses these limitations through two mecha-
nisms. First, we augment the state space with an estimated
cornering stiffness Cα, enabling the planner to distinguish
between friction conditions and generalize to unseen sur-
faces without retraining. Second, we introduce a deadline-
aware action sampling algorithm that adapts the risk profile
of sampled actions to the available computational budget
under tight budgets, the sampling distribution shifts toward
conservative actions that can be reliably evaluated with few
iterations, while under high compute budgets it shifts toward
aggressive actions that require deeper search to evaluate safely.
Together, these contributions enable DA-MCTS to maintain
safety across changing environmental conditions and changing
computational resources, without any retuning at deployment.

IX. CONCLUSION

We introduced DA-MCTS, a deadline-aware MCTS planner
that adapts the risk profile of sampled actions to the available
computational budget at runtime. Our results demonstrate that
DA-MCTS achieves identical crash rates on both a high-
performance machine and resource-constrained F1TENTH
hardware without any parameter changes, at the same time
discovering competitive racelines purely through exploration.
While effective across a wide range of unseen friction condi-
tions, DA-MCTS consistently fails at an extreme friction value
µ = 0.1 for a single track, highlighting the need for explicit
safety constraints at extreme nonlinear conditions. Future work
will focus on implementing this approach where the friction
changes dynamically throughout the track and an extension to
multi-agent racing scenarios.
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